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Abstract

This paper describes a mathematics interface intended for
both educational applications and exploratory mathemat-
ics. Both learners and mathematics practitioners often use
pen and paper or a whiteboard to perform equational rea-
soning, manipulate expressions, or construct proofs. These
workflows lead to a variety of problems: transcription er-
rors, tedious writing and notation, and/or unclear standards
for proof justification. We extend the Hazel Prover, an
equational-reasoning interface in the Hazel live program-
ming environment, to add capabilities for exploratory math-
ematics, with varying levels of verbosity and automation
aimed at both students and expert users. Students require
more deliberate practice when learning mathematical con-
cepts and correspondingly more verbose justifications, while
experts may benefit from significant mathematical automa-
tion. With this in mind, our interface supports multiple levels
of mathematical automation and simplification, grounded in
a rewrite search architecture. For expert users, motivated by
a gap in the accessibility of formal methods, we support proof
export to the Rocq theorem prover, extending this rewrite
search to proof tactics. This paper closes with several case
studies covering elementary- to college-level mathematics.

1 Introduction

Both learners and mathematics practitioners conduct “ex-
ploratory math”: the kinds of open-ended rewriting of terms
and bounding of quantities that are often done on a white-
board. This whiteboard work, while frequently useful for
creative purposes, suffers from significant friction: rewriting
terms is tedious, and small errors (flipping + to —, for exam-
ple) are easily made and hard to notice. Results need to be
preserved or shared, by typesetting the derivation in KIEX,
copying it onto paper for submission, or photographing the
whiteboard.

Expert users may conduct math directly in KIEX, where
copying lines is trivial but the syntax may become tedious,
especially for constructs like matrices. Meanwhile, com-
puter algebra systems such as Mathematica [19], SymPy [8],
Maple [6], or MATLAB [14] work well to solve expressions
or perform fixed, known transformations on expressions or
equations, but do not permit the open-ended exploration
needed to bound terms or prove theorems.

Students, on the other hand, require more deliberate prac-
tice when learning mathematical concepts and correspond-
ingly more verbose justifications and less automation than

experts. These students may still struggle, in particular when
learning formal proof, to break down an argument into suffi-
ciently small steps, or to apply new rules correctly [18]. An
instructor might structure practice by limiting the available
rules or controlling step granularity.

Nonetheless, both groups of users could benefit from a
“digital whiteboard” that adds structure to their work. For
experts, this interface must permit open-ended exploration
while ensuring incremental correctness. Students, on the
other hand, require less automation but a different sort of
structure: guidance and scaffolding to help practice mathe-
matical concepts while abstracting away others. These needs
motivate varying the mathematical capabilities, automation,
and simplification the interface provides.

Full-scale proof assistants offer industry-standard verifi-
cation capabilities but can be difficult to use for non-experts.
Rocq [15], Lean [2], and Isabelle [10] have been used in ed-
ucational settings and to formalize mathematics. However,
the learning curve and syntax can challenge even experts.
Educational proof assistants with simplified interfaces and
abstractions have been built, such as Waterproof, based on
Rocq, which has been used to teach real analysis in the past
[16, 17]. Similar systems have been built based on Lean [7, 9].
Graphical tools such as Edukera teach proofs visually [13].
Tools aimed beyond proofs such as GeoGebra [4], Graspable
Math [12], and MathXPert [1] inspired parts of our design.

In this work, we present an extension of the Hazel Prover,
an existing equational reasoning interface, to support ex-
ploratory mathematics. Past work using the Hazel Prover
focused on the development and deployment of the prover in
classrooms for teaching structural induction proofs [5]. The
Hazel Prover is built in Hazel, a live programming environ-
ment that supports direct manipulation of program structure
[11]. The existing educational uses of the Hazel Prover led to
a natural second question: can a powerful exploratory inter-
face also be used to teach more basic mathematics? Similar
levels of automation in the broader Hazel Prover were found
to be valuable for teaching in deployments in college-level
programming languages courses [5].

For practitioners in applied fields such as aerospace engi-
neering and physics, this work also connects to the accessibil-
ity of formal methods. These practitioners regularly engage
in rigorous mathematical reasoning — deriving equations of
motion, linearizing dynamics, and discretizing continuous
systems — yet formal methods training is not part of their
background. We aim to lower the barrier to using formal
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methods for symbolic reasoning by developing a platform
in which users can manipulate equations or expressions and
emit a formal proof of their steps at the end.

Our contributions are the design and implementation of
an interface for exploratory mathematics; a customizable
rewrite search architecture (Section 3) supporting mathe-
matical capabilities organized by educational level and au-
tomation ranging from single steps to simplification; formal
proof export from step-by-step derivations; and case studies
investigating suitability for tasks from order of operations
through algebra and calculus to exploratory numerical meth-
ods (Section 4). Section 2 describes the interface’s design
goals.

2 Design Goals

In order to ensure our interface is useful for both students and
experts, it should fit existing workflows (either for learning
exercises or exploration) and be straightforward to use. To
guide our design, we established a set of design criteria,
informed by our past work on the Hazel Prover [5, Section
2]. Our criteria for usability and workflow fit are similar to
design goals in that work, but our goals around coverage and
proof export are targeted at the needs of numerical methods
practitioners and other experts, rather than students.

Our design goals are: First, low setup cost: a new user
should be able to begin solving representative tasks with
little configuration or theorem-prover-specific training. Sec-
ond, low interaction overhead: routine manipulations such
as rewrites, differentiation, and substitution should not re-
quire too many actions. Third, step granularity: users should
be able to take steps that are neither too large (simplifying
a full expression) nor too small (only commuting terms).
Fourth, mathematical coverage: the interface should support
the symbolic tasks in our case studies (Section 4).

3 Architecture

Once an expression has been entered, users begin each step
by selecting an expression or subexpression and opening
a dropdown menu. In this dropdown, experts might seek a
useful rewrite or simplification, or students might be asked
to apply specific rules, such as distribution or trigonomet-
ric identities. The interface supports applying or proposing
transformations, checking their permissibility, and record-
ing accepted derivations for proof export. Upon applying or
proposing a valid rewrite, the user may take another step.
For example, consider the expression (2x —3)(x +4).Ina
student-facing exercise, Hazel might present distribution as
the next available rule. An instructor might, at first, permit
students learning binomial expansion to apply only one sim-
ple distribution, producing (2x—3)-x+ (2x—3) - 4. But a later
lesson might have students do more: 2x2 — 3x + 8x — 12, or
perhaps a version with like terms collected: 2x? + 5x — 12. An
expert user would find this tedious and might prefer simply
to click a button that says “Simplify”. These uses differ in
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One Step A | Cases/Induction

From:

(x + 1) * (x + 1)

Take a step to:

(x +1) * x + (x +1) 1

Valid
Profile route: Distribute multiplication over addition

Figure 1. One Step permits only individual rewrites.

how much work Hazel performs, but both require the same
basic guarantee: the accepted result must be correct, and an
accepted derivation may be exported to Rocq. In this section,
we detail an architecture that supports both student and ex-
pert users, allows for a range of automation, is customizable
and extensible, and permits export to a theorem prover.

3.1 Rewrite Search

Our interface has three automation modes: One Step, Check
Result, and Suggest Result, which we detail below. One Step
(Figure 1) is the most restricted mode, in which users must
take a single step at a time: for example, distributing (x +
1)(x + 1) to x? + x + x + 1. The nature of what constitutes a
“step” is defined by the current math profile (see Section 3.2).
For example, this distribution could be more verbose: (x+1)-
x+ (x+1) -1, or less verbose: x? + 2x + 1. One Step does not
merely require that the proposed result be mathematically
correct: it must be reachable by one enabled rewrite. Thus,
evaluating 3+4-4 directly to 19 is rejected because it combines
multiplication and addition, whereas evaluating the selected
subexpression 4 - 4 to 16 is accepted.

The Check Result and Suggest Result modes (Figure 2) are
aimed more at expert users, with Suggest Result extending
Check Result to automatically simplify the selected subex-
pression. In Check Result mode, the user proposes an equiv-
alent result that may require multiple rewrites, and the in-
terface checks its validity. Validity depends on the current
math profile. For example, a user may select (2x — 3)(x + 4)
and enter 2x? + 5x — 12. Check Result may accept this as one
interaction, but only if the active profile permits the distri-
bution and cleanup needed to reach that result. If collecting
like terms is disabled, mathematical equivalence alone does
not make the result acceptable.

3.2 Math Profiles and Automation Policy

Exercises are associated with a math profile, which defines
the enabled rewrites and automation. Those rewrites are sug-
gested to the user contextually: after a user selects a subex-
pression, Hazel offers identities and rules whose patterns
match that selection. For example, a rule for sin?(-) is offered
only when the selected term has that form. Users choose
among applicable suggestions. The same profile bounds Check
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Cases/Induction

From:
X **x 2 + 6 *x X
Take a step to:

X *%* 2 + 6 *x X + 9 - 9

[search assumptions...

Valid
Profile route: Normalize affine arithmetic

Figure 2. In Check Result and Suggest Result modes, the
interface checks the validity of a suggestion produced by a
validated sequence of rewrites.

Result search: Hazel accepts a result only if a sequence of
permitted rewrites reaches it.

Our design is oriented around the principle that a student
who has moved on to a later mathematical level has mastered
and can abstract away more primitive skills. For example, a
student learning trigonometry need not verbosely compute
arithmetic according to the order of operations or manu-
ally distribute binomials. As such, we envision progressing
through math levels iteratively: first increasing automation
(algebraic simplification, factoring, etc.) as skills are learned,
and then “unlocking” new mathematical capabilities when
introducing a new subject such as trigonometry.

3.3 Proof Export

A completed sequence of rewrite steps in the Hazel interface
constitutes a structured but informal proof. We export these
step sequences to the Rocq theorem prover for machine-
checked verification [15]. An exported proof uses the rewrite
rules from each step, either taken directly in One Step mode
or found by search in more automated modes. The Rocq
proof assistant is integrated in two ways: first, in the browser,
where JSCoq (a web interface for the Rocq theorem prover) is
used to check the validity of each step, and second, through
an export feature that generates a complete proof script
corresponding to all steps taken [3]. In Check Result and
Suggest Result modes, after a rewrite sequence has been
found using search, the interface generates a Rocq theorem
and sends it to a background JSCoq worker to check.

4 Extended Case Studies

This section presents several case studies of increasing com-
plexity and evaluates our interface against them. The case
studies are inspired by courses spanning algebra education
through calculus, and are ordered so that each builds on capa-
bilities established by the prior one. The simplest case studies
are intended to be valuable teaching tools where proof ex-
port is trivial using automated tactics; our later case studies

THEOREM (PROVE-ONLY)

theorem completing_the_square =
use Real in
(X *x 2 + 6 * x + 5 == (x + 3) ** 2 - 4) 4n

Proof of theorem completing_the_square

= X %% 2+ 6 x x +5 == (x +3) kx 2 - 4 affine normalization

= X %k 2+ 6 x X +9 -9+ 5 ==(x+3) k2 -4 affine normalization
= X kk 2+ 6 k X + 9+ -4 == (x+3) xx 2 - 4 polynomial expansion
= (x+3) x% 2+ -4 == (x+3) kx 2 - 4 profile cleanup
= (x +3) x%x 2 - 4 == (x + 3) **x 2 - 4 reflexivity

= true

Figure 3. Completing the square in Hazel Prover.

aim to simplify formal proof for numerical methods practi-
tioners. Due to space constraints, only select case studies are
described below. In each case study, we briefly comment on
the experience of using the interface and the extent to which
it meets our design criteria (Section 2). Our design criteria
about low setup cost are consistently met across case studies:
the exercises are browser-based and interface elements to
take rewrites are presented upon selecting terms.

Order of Operations. The first case study asks students
to simplify the arithmetic expression 3 + 4 - 2% — g step by
step to obtain 17, while obeying the order of operations. It
uses One Step, the most verbose mode.

The verbose steps in this case study are by design, given
the target student audience. In this way, our goals around
low interaction overhead and step granularity are met: users
must take small steps, each corresponding to one arithmetic
operation, in a sequence that obeys the order of operations.
The mathematical coverage goal is trivially met by built-in
arithmetic operations.

Completing the Square. Targeted at algebra courses
(Figure 3), users rewrite x?+6x+5 as (x+3)%?—4 by completing
the square. Users select x* +6x and rewrite it as x2+6x+9-9,
simplify —9+5 to —4, and factor x?+6x+9 as (x+3)2. Cleanup
and reflexivity close the proof.

This case study is an example of where an expression may
need to become more complex (adding +9 — 9, here) in order
to complete the square. In Check Result mode, this case study
permits that exact operation to be taken, and a second step
to factor the square x% + 6x + 9 as (x + 3)2. The steps match
work on paper, meeting our goals of interaction overhead,
step granularity, and mathematical coverage.

Trigonometric Identities. This case study targets rewrit-
ing trigonometric expressions, specifically showing

7 1
1+ 2sin*(x) = i cos(2x) + 1 cos(4x).

Trigonometric identities introduce a challenge absent from
algebraic manipulation: at many intermediate steps, multiple
valid rewrites apply to the same subexpression. For instance,



sin?(x) can be rewritten using the Pythagorean identity or
a double-angle formula; our interface presents both. This
case study targets both precalculus education and numerical
methods practitioners who routinely manipulate trigonomet-
ric expressions in derivations but lack tooling that records
and verifies each step.

Automatic suggestion and application of applicable iden-
tities from our interface, combined with simplification of
the resulting double-angle expression, reduces the tedium of
finding and simplifying trigonometric identities. In this case,
our interface reduces step granularity in a desirable way com-
pared to pen-and-paper work, with automatic suggestions
keeping interaction overhead low.

Quadratic Taylor Approximation. This case study con-
structs the (exact) second-order Taylor polynomial of f(#) =
t? + 3t + 2 about t = 0. A series of dependent let bind-
ings defines the function and its first two derivatives: £1
differentiates £, and £2 in turn differentiates £1. Users first
differentiate f and bind the result f; (#) = 2¢+3. The interface
then substitutes this computed function for f; in the next
derivative expression and differentiates it again, producing
f2(t) = 2. Users reuse these results, evaluate the derivatives
at a given point, and assemble the finite Taylor polynomial.
This case study targets college-level Calculus II.

In this case study and the next, we encounter limitations
of the interface. At the moment, only whole “programs” can
be stepped, not individual subexpressions. Therefore, steps
such as computing the first derivative f1 require stepping a
larger program that computes £2 and the Taylor approxima-
tion. In this specific polynomial example, the step burden re-
mains small, as further derivatives reduce in degree towards
constants. However, for more complex functions, the step
burden can be significant, like in the following case study. As
such, interaction overhead becomes a concern, though step
granularity still permits computing derivatives of interest at
each step. In this specific case, mathematical coverage is as
desired, but the following case study lays out shortcomings.

Trigonometric Taylor Approximation. The final case
study asks users to compute a Taylor polynomial for the
trigonometric function from the trigonometry case study,
% —cos(2x) + i cos(4x). This more complex function is tar-
geted at real-world numerical methods practitioners. Though
similar to the previous case study, the work is much more
tedious due to the complexity of the function and number of
chain rule derivatives, leading to high interaction overhead.
This represents a failure mode of our interface at present;
support for stepping and substituting subexpressions would
reduce the tedium. Rocq proof export does not yet support
Taylor remainders, preventing formal proof export and lim-
iting mathematical coverage.
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